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ABSTRACT
How to leverage cross-document interactions to improve ranking
performance is an important topic in information retrieval research.
The recent developments in deep learning show strength in modeling complex relationships across sequences and sets. It thus motivates us to study how to leverage cross-document interactions
for learning-to-rank in the deep learning framework. In this paper,
we formally define the permutation equivariance requirement for
a scoring function that captures cross-document interactions. We
then propose a self-attention based document interaction network
that extends any univariate scoring function with contextual features capturing cross-document interactions. We show that it satisfies the permutation equivariance requirement, and can generate
scores for document sets of varying sizes.
Our proposed methods can automatically learn to capture document interactions without any auxiliary information, and can scale
across large document sets. We conduct experiments on four ranking datasets: the public benchmarks WEB30K and Istella, as well
as Gmail search and Google Drive Quick Access datasets. Experimental results show that our proposed methods lead to significant
quality improvements over state-of-the-art neural ranking models,
and are competitive with state-of-the-art gradient boosted decision
tree (GBDT) based models on the WEB30K dataset.

CCS CONCEPTS
• Information systems → Learning to rank.
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1 INTRODUCTION
Ranking is a central problem in many applications of information
retrieval such as search and recommender systems. Given some
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query or context, the goal of a ranking algorithm is to sort a set
of documents into a ranked list so that the utility of the entire list
is maximized. Learning-to-rank (LTR) employs machine learning
techniques to solve ranking problems. The common formulation is
to find a function that can produce scores for the set of documents
given a query. The scores can then be used to sort the documents.
While much of the research in LTR has been devoted to the evolution of ranking loss functions [11], the nature of the learned scoring function has largely remained the same: a univariate scoring
function that computes a relevance score for a document in isolation. How to capture cross-document interactions is a promising
but less well-studied research topic in LTR. Naturally, when crossdocument interactions are considered in a model, the score of each
individual document is influenced by other documents that are scored
together. A desired property for such a model is being permutation
equivariant, that is, the score of each document should not be affected by the order of the input documents, and shuffling the input
documents produces an identical shuffle on the output scores.
Recently, neural network based approaches have proven effective for LTR applications [4, 14, 15]. In this context, we formally define the permutation equivariance requirement for a scoring function that models cross-document interactions. We propose a novel
self-attentive Document Interaction Network (attn-DIN ) that extends any univariate scoring function to combine query-document
features with contextual cross-document features generated from a
self-attention mechanism [17], and show that it not only satisfies the
permutation equivariance requirement, but also applies to the ranking setting where queries may have varying number of documents.
We conduct our experiments on four ranking datasets: benchmarks
WEB30K and Istella, a Gmail search dataset, and a Google Drive
Quick Access dataset. The first three are in a search setting, and the
last one is in a recommendation setting. On all of them, our proposed
method1 significantly improves over neural network baselines.

2

RELATED WORK

Most of the previous work in LTR [11] focuses on designing loss
functions, ranging from pointwise to pairwise to listwise ones. Gradient Boosted Decision Trees (e.g., [10]) are regarded as the stateof-the-art models for LTR on benchmark datasets. Recently, neural
network based models have attracted considerable attention [8, 12].
There are two settings for modeling cross-document interactions:
re-ranking and full ranking. In the former setting, a base ranking is
provided and the documents are reordered using the ranker. For example, [1] applies sequence modeling on the top k documents of
the base ranking and then uses the final state vector to enrich each
document for the re-ranking scoring. In the latter setting, we do not
have a base ranking but start with a set of documents. For example,
1 The implementation will be open-sourced at https://github.com/tensorflow/ranking.

RankProb [6] takes a pair of documents as input and uses a DNN
to produce a preference score for the input documents, while Ai et
al. [2] propose a groupwise scoring function to model document interactions, sampling a subset of all permutations of each group and
thus not guaranteeing permutation equivariance.
Using attention mechanisms for ranking has been explored by
several works. Romeo et al. [16] and Wang and Klabjan [18] use
RNN-based approaches, whereas this paper uses Transformer selfattention [17]. AttRN [18] also uses an attention mechanism to capture listwise interactions, but the final ranking is generated by selecting documents one by one sequentially, making it sensitive to
the input document order, and hence not applicable to full set ranking. SetRank [13] is a recent approach that uses attention for crossdocument interactions, and is subsumed by our method.

3 PERMUTATION EQUIVARIANCE
In LTR, each training example consists of query q and a list of documents d to be ranked w.r.t their relevance to q. Let D = {(x, y)} be
a training data set where x := (q, d), and y represents the relevance
labels for d. A scoring function s : X n → Rn maps x to a vector of
scores ŷ. We overload s to take x or equivalently q and d as inputs.
ŷ = s(x) = s(q, d).

(1)

A loss function ℓ(.) can be defined between the predicted scores and
the labels. The LTR training objective is to find a scoring function
s ∗ that minimizes the empirical loss over the training data:
Õ
1
s ∗ = argmin
ℓ(y, s(x)).
(2)
s:X n →Rn |D |
(x ,y)∈ D

Definition 3.1 (permutation equivariant functions). Let x ∈ X n
be a vector of n items to be ranked. Let π ∈ Πn be a permutation
of indices of [1, ..., n] which represents the rank of the items, where
Πn is the universe of bijections from [1, ..., n] to itself. A function
f : X n → Y n is permutation equivariant iff
f (π (x)) = π (f (x)).
For such a function, a permutation applied to the input vector
x will result in the same permutation applied to the output of the
function. Thus, a scoring function s(x) : Rk×n → Rn (where k is
the dimension of query-document pair vector representation, and n
is the number of scored documents) is permutation equivariant iff

Figure 1: Self-Attentive Document Interaction Network.
into a query2 matrix Q = DW Q , a key matrix K = DW K and a value
matrixV = DW V . At a high level, attention is a pooled combination
of value output V across documents, weighted by pairwise scaleddot product similarity matrix A(D) between query matrix Q and key
matrix K:
QK T
A(D) := √
(3)
h
Using these weights, a self-attention layer computes a weighted
sum of V , for any document for index i ∈ [n] and j ∈ [k] as follows:
SA(D)i, j =

n
Õ

exp(A(D)i,q )
Ín
Vq, j
exp(A(D)i,p )
q=1 p=1

(4)

Multi-headed self-attention, first explored in Transformer [17],
shows that having multiple heads, which attend on different parts
of the input, can be beneficial. For m heads, the output of several
self-attention layers per head are concatenated and projected using a linear transformation using matricesWout ∈ Rmk×k and bias
term bout ∈ Rk to form the output MHSA(D) ∈ Rn×k :
MHSA(D) := concatj ∈[m] [SAj (D)]Wout + bout

(5)

We propose a novel model, Document Interaction Network (attnDIN ), to extend a univariate scoring function with features based on
self-attention mechanism to capture cross-document interactions,
and show that it satisfies the permutation equivariance requirement.

It will be shown in Sec. 4.3 that such an attention mechanism is permutation equivariant. Additionally, we apply residual connections
and layer normalization [17]. These are element-wise operations
and preserve the permutation equivariant property.
We note that such a self-attention mostly takes the pairwise document interactions. Since permutation equivariant property is preserved for function composition (G ◦ F )(x) = G(F (x)), we can stack
multiple self-attention layers to capture higher-order interactions.

4.1 Self-Attention Layers

4.2 Scoring Function

Our main building blocks are self-attention layers. Let D ∈ Rn×k
be an input matrix corresponding to n documents represented by
k- dimensional vectors. The attention layer in Transformer [17] is
defined based on three projection matrices: W Q ∈ Rk×h ,W K ∈
Rk×h ,W V ∈ Rk×k (where h is the projection size), that project D

Our goal is to derive a permutation equivariant multivariate scoring
function that captures cross-document interactions. We propose a
“wide and deep” scoring function that extends a univariate scoring

s(π (x)) = s(q, π (d)) = π (s(q, d)) = π (s(x)).

4 DOCUMENT INTERACTION NETWORK

2 Please note that the query here is different from the search query q .

function s(.) to combine self-attention output with query and document features through concatenation:
s DIN (q, d) := s(q, concat(d, MHSA(d))).

(6)

In this architecture, the output of a stack of self-attention layers (the
“deep” part) is combined in a “wide” univariate scoring function with
query and document features to generate scores. We refer to this
scoring method as Document Interaction Network (attn-DIN ), and
show the scoring architecture for a single document di in Figure 1.
Our model handles varying result set sizes by padding d to a
maximum set size of n and masking out the padding in the pooled
weighted combination of value output in self-attention.

4.3 Theoretical Analysis
To show that attn-DIN is permutation equivariant, we start by showing that self-attention is permutation equivariant. SinceA(D) is computed by pairwise scaled dot product attention (see Eq. 3), it follows
that A(π (D))i, j = A(D)π (i), π (j) . Applying the permutation while
computing self-attention (SA) for any i ∈ [n] and j ∈ [k],
n
Õ

exp(A(π (D))i,q )
Ín
π (Vq, j )
exp(A(π (D))i,p )
q=1 p=1
n
Õ
exp(A(D)π (i), π (q) )
Ín
=
V
exp(A(D)π (i), π (p) ) π (q), j
q=1 p=1

SA(π (D))i, j =

=

n
Õ

q ′ =1

Ín

exp(A(D)π (i),q ′ )

p ′ =1 exp(A(D)π (i),p ′ )

Vq ′, j

= SA(D)π (i), j = π (SA(D)i, j ).
Hence, π (SA(D)) = SA(π (D)). This proves that self-attention is
permutation equivariant. As MHSA is concatenation of several selfattention layers followed by a linear projection, it follows that MHSA
is permutation equivariant. Additionally, the univariate scoring function and concat(.) are permutation equivariant trivially. Using these,
we can then show that the “wide and deep” scoring function (denoted as s DI N ) is permutation equivariant:
s DIN (q, π (d))

= s(q, concat(π (d), MHSA(π (d)))
= s(q, concat(π (d), π (MHSA(d)))

(using Eq. 6)
(using MHSA is PE)

= s(q, π (concat(d, MHSA(d)))

(using concat is PE)

= π (s DIN (q, d))

(using Eq. 6)

= π (s(q, concat(d, MHSA(d)))

(using s(q, .) is PE)

The recently proposed SetRank [14] can be seen as a special case
of attn-DIN, where only the deep cross-document attention is passed
to the scoring function. attn-DIN is more general: it augments querydocument features with these contextualized features and supports
context features (user, session, query) in the scoring function via q.

5 EXPERIMENTS
5.1 Datasets
For our experiments, we use two public learning-to-rank datasets
with numerical features, and two large-scale proprietary datasets.
3 We discard queries with no relevant documents, similar to evaluation in [4].

Table 1: Comparison of NDCG3 between various ranking models on
the Web30K and Istella datasets. △/▽ indicate statistically significant
increase/decrease of attn-DIN compared to best neural ranking
baseline (p-value<0.05).
(a) WEB30K

NDCG@1

NDCG@5

NDCG@10

LambdaMART (RankLib)
LambdaMART (lightGBM)

0.4535
0.5057

0.4459
0.4991

0.4646
0.5183

LambdaMART + DLCM [1]
GSF(m=64) with Softmax loss [2]
FFNN with E[ApproxNDCG] [3]
SetRank with Softmax Loss [14]

0.4630
0.4421
0.4951
0.4904

0.4500
0.4446
0.4820
0.4885

0.4690
0.4677
0.4996
0.5101

attn-DIN with Softmax Loss

0.5005△

0.5014△

0.5218△

(b) Istella

NDCG@1

NDCG@5

NDCG@10

LambdaMART (RankLib)
LambdaMART (lightGBM)

0.6571
0.7264

0.6118
0.6883

0.6591
0.7356

LambdaMART + DLCM [1]
FFNN with Softmax Loss
SetRank with Softmax Loss [14]

0.6272
0.6645
0.6702

0.5848
0.6422
0.6419

0.6310
0.6962
0.6958

attn-DIN with Softmax Loss

0.6747

0.6455△

0.6999△

WEB30K & Istella. WEB30K comprises of 30K queries with 136 dense
features per query-document pair, and similarly Istella full dataset
comprises of 33K queries with 220 dense features, both labeled with
relevance judgments from 0 (not relevant) to 4 (highly relevant). We
use train, validation and test split provided for the datasets (Fold1
for WEB30K). Each query has a variable number of documents, and
we use at most 200 documents per query while training baseline and
proposed methods, but consider all documents during evaluation.
Quick Access. In Google Drive, Quick Access is a zero-state recommendation system, surfacing relevant documents for easy user access. The features are all dense and each session has up to 100 documents, with user clicks as relevance labels. Around 30 million recommended documents are collected, with a 90%-10% train-test split.
Gmail Search. A list of up-to 6 emails is considered as the candidate
set for each query, and the clicks are used as the relevance labels.
To preserve privacy, we remove personal information, and apply
k-anonymization. Around 200 million queries are collected, with a
90%-10% train-test split. The features comprise of both dense features and sparse character and word level n-gram features.

5.2 Baselines
On the public datasets, we compare attn-DIN with the RankLib4 and
LightGBM [10] implementations of LambdaMART, and state-of-theart neural ranking algorithms: SetRank [14], Deep Listwise Context Model (DLCM) [1], Groupwise Scoring Functions (GSF) [2], and
Feed-Forward Neural Network (with ReLU activations) with Gumbel Approximate NDCG loss [3]. We tune the hyperparameters of
LightGBM and set both the number of iteration and the number of
leaves to be 2,000 for WEB30K and 500 for Istella. Since the labels
consist of graded relevance, for evaluation we use Normalized Discounted Cumulative Gain (NDCG) [9].
4 https://sourceforge.net/p/lemur/wiki/RankLib/

Table 2: Model performance on Quick Access and Gmail data. Note
that ∆MRR and ∆ARP denote % relative improvement. △/▽ indicate
statistically significant increase/decrease compared to the best
reported listwise neural ranking model [15] (p-value<0.05).

best GSF model (m = 3). For both datasets, we observe a statistically
significant improvement in relative MRR over both the best reported
listwise ranking model [15] as well as the best GSF model [2].

(a) Quick Access

∆MRR

∆ARP

6

GSF(m=4)
attn-DIN

-0.440 ± 0.177▽
+0.312 ± 0.113△

-0.659 ± 0.141▽
+0.413 ± 0.124△

In this paper, we study cross-document interactions for learning-torank. We propose the permutation equivariance requirement for a
scoring function that considers document interactions. We further
show that (a) self-attention mechanism can be used to implement
such a permutation equivariant function, and (b) any univariate
scoring function can be extended to capture cross-document interactions using the proposed self-attention mechanism. We conduct
experiments on four datasets. The results show that our proposed
methods can effectively capture document interactions, outperform
state-of-the-art neural ranking models, and are competitive with
state-of-the-art tree based models on the WEB30K dataset.

(b) Gmail Search

∆MRR

∆ARP

GSF(m=3)
attn-DIN

+1.006 ± 0.247
+1.245 ± 0.228△

+1.308 ± 0.246
+1.430 ± 0.247

On the proprietary datasets, we compare attn-DIN and the best
Groupwise Ranking model with a baseline approach of listwise neural ranking model [15] (FFNN with Softmax loss). The open source
implementations of LambdaMART do not scale due to the massive
scale of these datasets and the heterogeneous nature of features
(dense and sparse). As the labels are binary clicks, we evaluate using Mean Reciprocal Rank and Average Relevance Position [15],
and only report relative percentage improvements due to the proprietary nature of these datasets.

5.3 Hyperparameters
We train the neural ranking models to minimize Softmax CrossEntropy loss [5] using Adagrad [7] optimizer with a batch size of
128. which are shown to be effective for neural ranking models, and
focus on the choice of a scoring function. We tune the number of
self-attention layers, number of heads and number of neurons per
layer and report the best models on validation split.
For WEB30K, we use two self-attention layers with 100 neurons
and two heads for attn-DIN, and one self-attention layer with 200
neurons and one head for SetRank. For Istella, we use two self-attention
layers with 200 neurons and two heads for attn-DIN, and one selfattention layer with 200 neurons and two heads for SetRank. The
univariate scoring function, shown in Figure 1, comprises of an input batch normalization layer, followed by 3 feedforward fully connected layers of sizes [1024, 512, 256] with batch normalization and
ReLU activations, and is used for both attn-DIN and SetRank. These
models are trained to 250k steps with early stopping. For Gmail, we
use 5 self-attention layers with 100 neurons and 4 heads and train
for 10 million steps. For Quick Access, we use 3 self-attention layers
with 100 neurons and 5 heads and train for 5 million steps.

5.4 Model Effectiveness
In Table 1, we compare the proposed (attn-DIN ) approach with the
baselines outlined in Section 5.2. For feature scaling, we apply a
siдn(x) loд(1 + |x |) transformation on the features for WEB30K and
Istella datasets as it is shown to be effective [19] on web-related data
sets. On public datasets, we observe that the proposed approach significantly outperforms neural network baselines, and is competitive
with state-of-the-art gradient boosted decision trees on WEB30K.
On the Quick Access dataset (Table 2(a)), we analyze the relative improvements in MRR, and observe that the proposed approach does
significantly better than the univariate model, while the GSF models fail to produce any improvements from cross-document interactions. On the Gmail dataset (Table 2(b)), the proposed approach is
significantly better than the univariate model, and is superior to the

CONCLUSION
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